TEMA 7.2 UHTEPHET BELLEEA U TEXHOJTIOMMU PABOTHI C BIG DATA
ABTOp: K.T.H., goueHT BLUMK Creény Hukudpopos U.B

YNPAXHEHUE 1 - YCTAHOBKA HADOOP U PABOTA C HDFS

Hadoop! — npoekT hoHaa Apache Software Foundation, cBo6oaHo pacnpocTpaHsiembiit
Habop yTunut, GuGnMoTek N perMBopK Ana pa3paboTkn M BbINOMHEHUSA pacnpenenéHHbIX
nporpamm, paboTarowmx Ha Krnactepax U3 HECKONbKUX COTEH MMM Tbicsy y3noB. Mcnonb3yeTcs
AN peanu3aumym NOUCKOBbIX M KOHTEKCTHbIX MEXaHU3MOB MHOMMX BbICOKO Harpy>KeHHbIX BeO-
caiitoB. PaspaboTtaH Ha fA3blke Java B pamkax BbluMcCnuTenbHoOW napaaurmbl MapReduce?,
COrnacHoO KOTOPOW MpurnoxeHue pasgensietca Ha Oonblioe KOMMYecTBO  OAMHAKOBbIX
aNeMeHTapHbIX 3aJaHui, BbIMNOMHMMbIX Ha y3rnax Krnactepa (KoMnbioTepax) M eCTECTBEHHbIM
06pa3om CBOAUMbLIX B KOHEYHbIN pe3yrnbTarT.

OcHoBHoWM onepaunoHHon cuctemon Hadoop siBnsieTcst Linux, HO BO3MOXHa yCTaHOBKa
n Ha onepaumoHHon cucteme Windows. [ns o6wHOCTM M NpocTOoThbl pasbupartenscrBa C
Hadoop pekomeHgyeTcs ucnonb3oBaTbh Linux. [Ons Tex, y Koro ata cuctema OTCYTCTBYET WU
OCHOBHasi onepaunoHHas cuctema Windows, npegnaraeTcsa ucnonb3oBaTb VirtualBox ¢
yCTaHoBNeHHon knueHTckon OC Linux unm nobon gpyron cnocod BMpTyanusauyuu.

[na ycnewHoro BbINOMHEHUSA YNpPaXHEHUss HeoBXOAMMO YMeHMe MOoSib30BaTbCH
AOKYMeHTaLMen Ha Ncnonb3yemMble TEXHOMOMMW.

[Ons  BbINOMHEHUS  yNpaXHEHWA HeobXoAUMO  OCYLLEeCTBUTbL  NpeaBapuUTEnbHYLO
KOHpurypauunio paboyero okpyKeHusl. Huke nepevmcrieHHble OCHOBHbIE Luaru.

1. YcraHoBute Linux B Virtual Box u Hactponte obLiyto manky ang Toro, 4tobbl n3
AOMallHen oOnepaumoHHOM CUCTEMbI OblNO MNpole U MpuBbIMHEE NEepeHoCcUTb hanrbl.
PekomeHgyeTtcsa ucnonbsosatb Ubuntu He Huxe 14.0 Bepcum.

2. YctaHoBute gononHeHus rocteson OC ansa Virtual Box.

3. YctaHosute JDK. MuHumanbHas Bepcus Java 1.7, HO pekomengyemasa Java 1.8
(nopgoepxmBaeTcs, HadnHaga ¢ Bepcumn Hadoop 2.3).

Ha MomeHT cosfmaHnus ynpaxHeHuii Bbiwna Bepcuss Hadoop 3.03, Ho oHa euwe He
aBngaeTcs ctabunbHOW. Micxoast M3 aToro pekoMeHAyeTCsl MCMOSb30BaTh BEPCUIO 2.X.X.

Llenb AaHHOro ynpaxXHeHWss — MoflydeHMe MpPaKTUYECKNX HaBbIKOB YCTAHOBKU U

agMuHUCTpupoBaHusa dpevBopka Apache Hadoop v pacnpegenéHHon cuctemon HDFS!.

! Tom White. Hadoop: The Definitive Guide, 4th Edition, O’Reilly Media, 2015.

2 Thilina Gunarathne. Hadoop MapReduce Cookbook. Hadoop MapReduce v2
Cookbook Second Edition. Packt Publishing, 2015

3 O¢puumaneueli caiit Apache Hadoop, npenocrapisiomuii BO3SMOKHOCTh CKa4aTh
aro0yro  Bepcuio  ¢peiiMBopka. [OnekTponHblii  pecypc]. Pexum  pmoctyma: //
http://www.apache.org/dyn/closer.cgi/hadoop/common/



YnpaxHeHune 3atparmBaeT YCTaHOBKY M 3anyck Hadoop, paboTy ¢ dainnoson cuctemon m ¢ Beod-
nHTepencom permBopka.

TeopeTnyeckun matepuan

OfHoOM 13 OCHOBHLIX U BaXXHbIX XapakTepucTuk dppenmeopka Apache Hadoop ssnseTcs
paboTa ¢ pacnpegeneHHon MOAENbI0 AaHHbIX U BblYMCNEHWA. [JaHHbI (hperMBOPK paccymTaH
Ha paboTy Ha knacTtepe. Ha kaxgom komnbioTepe Knactepa AOSMKHO MpUCYTCTBOBaTb [Be
komnoHeHTbl: Task Tracker? n Data Node®. Task Tracker — BbINONHAET MarneHbKyHO
BblUMCNUTENBHYIO 3adady Ha y3ne. 3agadva Data Node — ynpaBnaTb AaHHbIMW, KOTOpble Gbinu
nepefaHbl MMEHHO 3TOMY Yy3ny. Y3nbl, KOTOpble cogep)XaT TOSNbKO ABE AAHHbIX KOMMOHEHTHI,
HocAT HasBaHue Slave. Tawkke B cucteme [OfKeH npucyTcTBoBate Master yaen,
KoopanHupytowmin paboty Slave ysnoB. Master y3en nmeet B cebe He TONMbKO KOMMOHEHTDI
Task Tracker n Data Node, Ho 1 Job Tracker* n Name Node®.

Job Tracker n Task Tracker — 3710 YacT koMmnoHeHTbl MapReduce.

Name Node n Data Node — aTto 4actu komnoHeHTbl HDFS.

MpunoxeHune, koTopoe byaeT ncnonHaTbcA Ha Hadoop, 6yaeT kKoHTakTMpoBaTh TOMBKO C
Master Node. OcHoBHasi apxuTekTypa NpuioXeHnss — 31o Habop NpoLeccos.

Ponb u uenb Job Tracker, koTopbii ucnonHsaetca Ha Master Node, — pa3butb 6onblune
3a0a4M Ha MarneHbKMe KYCOYKM W OTNPaBuUTb KaKAYD MareHbKyld 4acTb BbIYMCIEHUN
cootBeTtcTBytoweMy Task Tracker Ha y3ne. Task Tracker B cBolo o4epefpb, Korga CMOXeET
3aKOHYUTb BbIYUCNEHUS, OTNPaBUT o6paTHO MHopmaumio B Job Tracker, koTopbii 06bEANHUT
BCe pe3yrbTaTbl BbIMUCIIEHUIA N OTNPABUT MX 06PaTHO MPUITOXKEHNIO.

Llens Name Node — xpaHuUTb MHAEKC TOro, Kakas 4acTb AaHHbIX HAXOAMTCS Ha KakoM
y3ne. MNpunoxeHne obpawaetcsa kK Name Node n nonydaeT oT Hero nHgopmaumo ob yane, rae
XPaHUTCA KyCOK AaHHbIX U 3aTeM obpalLaeTcs K Hy)XKHOMY Y31y Hanpsimyto.

O606LeHHaa cxema apxuTekTypbl ¢perimBopka Apache Hadoop npeacrtaBneHa Ha

puc. 1.

! Tlonp3oBaTensckoe pykosoacteo no HDFS ot Apache. [DnekrpoHHEIi pecypc].
Pexxum nocryma: // https://hadoop.apache.org/docs/stable/hadoop-project-dist/hadoop-
hdfs/HdfsUserGuide.html

2 Jlokymenranus Hadoop no TaskTracker. [Dnexrponnsiii pecypc]. Pexum
nocryma: // https://wiki.apache.org/hadoop/TaskTracker

3 NoxymenTanus Hadoop no DataNode. [DnexTponnslii pecypc]. Pesxxum nocryna:
/I https://wiki.apache.org/hadoop/DataNode

4 oxymenTanus Hadoop mo JobTracker. [DnekrponHsIi pecypc]. Pesxum nocryma:
/I https://wiki.apache.org/hadoop/JobTracker

% Jlokymenranus Hadoop no NameNode. [DnekTponHsIii pecypc]. Pexum nocryna:
/I https://wiki.apache.org/hadoop/NameNode
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Puc. 1. Apxutektypa dpenmeopka Apache Hadoop

CylecTByeT HECKONbKO BapuaHTOB Mcnosb3oBaHust Hadoop:

— aBTOHOMHbIA pexum (Standalone Mode) wucnonb3yetca gnst Toro, 4tobbl Ha
nokanbHOM MaluMHe NpUMeHUTb Hadoop Kak knacTtep, COCTOAWMK M3 ogHoro ysna. [aHHble
XpaHATCA B NokanbHoM ¢oainoBon cUCTeEME;

— nceBao pacnpegeneHHbln pexnm (Pseudo Distributed Mode). B gaHHOM pexume
Hadoop paboTtaeT B «BbIpOXAEHHOM KnacTepe». Bce 3agaym BbINONHAKTCA HA OAHOW MalluHe
oTAenbHbIMK NpoLeccamMmun, Ansa XpaHeHusa AaHHbIX ucnonb3dyetca HDFS, Tak e ncnonb3yetcs
JobTracker;

— nonHocTblo pacnpegeneHHbin pexum (Fully Distributed Mode) wucnonbayetcsa Ha
pearnibHOM KnacTepe.

Ona kaxgoro n3 BapuaHToB TpebyeTcsa CBOS NOCNeaoBaTeNbHOCTb YCTAaHOBKM U
HacTpovikn. [Onsi  BbINOMHEHMS  YMpaXXHeHWst npegnaraeTca  ycraHoButb Hadoop B
nceenopacnpeaenéHHoOM pexnme arsi BO3MOXHOCTK paboTel ¢ HDFS.

Xopa BbINONMHEHUA ynpaXHeHUs

1. YctaHoBute Apache Hadoop Ha komnbioTep B nceBOo pacnpeaenéHHOM pexume.
IOna pabotbl ¢ Hadoop co3panTe oTAenbHOro nornb3oBatens cuctembl. Hanpumep, HazoBuTe
nons3oBatensg — hduser.

2. 3anyctute cepsuckl Hadoop.



3. Ucnonbays komaHay jps’ nposepbTe, YTO YCMeLwHo 3anyLleHbl Bce AeMoHbl Hadoop:
NameNode, DataNode, NodeManager? n ResourceManager®.

4. N3yuute komaHgbl Ans pabotsel ¢ HDFS*:

— HaBuraums no ANPEKTOpUsM CUCTEMbI U OTOBPaXKeHME NX COAEPXKMMOTrO;

— KonuMpoBaHue 13 nokanbHon cuctemsl B HDFS 1 o6patHo;

— BbIBOA coaepxunmoro canna;

— yhaneHue canna/gupeKkTopuu;

— 1 ap.

5. Co3pganite nobGon TeKCToBbIN hbann B OOMAaLUHENW AMPEKTOPUM, CKOMUPYWTE €ero B
HDFS (ana cpoaun ynpaxHeHus, HeobxoAumMo nokasaTb 2 crnocoba nomelleHuss anna B
HDFS)

6. N3 HDFS BbiBEANTE B KOHCOJb COOEPXKMMOE CKOMMPOBAHHOIO dhanna.

7. CkonunpynTe dann Hasag B 4OMALLHIOW ONPEKTOPUIO.

8. OTkponite B Opaysepe Beb-uHTepdenc Hadoop, [OCTYNHbIA MO  CChIIKE:

http://localhost:50070 (agpec - NO yMOIYaHUK), U MOCMOTPUTE C MOMOLLbI Beb-mHTEpdeca

cofepXxmmoe gannoBon CUCTEMBI.

[ns ycnewHon 3awunTbl ynpaxHeHus TpebyeTcs:

— 3anyctuTb Hadoop y cebsi Ha koMnbloTepeE;

— C nomMowbi KOMaHAbl jps nokasatb, 4to AemoHbl (NameNode, DataNode,
NodeManager, ResourceManager) ycneLHo 3anyLueHbl;

— BbINONHUTL BCE LWWarn, cessaHHble ¢ paboTton ¢ HDFS;

— 3anyctuTb Beb-uHTepdenc Hadoop n nokasate B HEM co3aaHHble B HDFS dhannbl.

YNPAXHEHUE 2 - YCTAHOBKA SPARK U PABOTA C SPARK SHELL

Spark® — dpenmMBOpK, SBNSIOLWMIACA OOHMM U3 npoekToB ¢oHaa Apache Software
Foundation, koTopbln npegcrasnaetr cobon Habop open-source GMBNMoOTEK Ans paspaboTku
NpUNOXeHnn pacnpegenéHHon obpaboTkm HECTPYKTYPUPOBAHHBIX U CNaboCTPYKTYPUPOBAHHbIX

AaHHbIX. Apache Spark BxoguT B akocucTtemy npoektoB Hadoop. Apache Spark ucnonbayet

! NoxymenTauus Oracle 1o jps — KoMaHie, 0ToOpakaromieli Java-nporecchsl.
[DnexTpoHHbIi pecypc]. Pexxum noctyma: //
http://docs.oracle.com/javase/7/docs/technotes/tools/share/jps.html

2 Jlokymenranus Hadoop no NodeManager. [DsektponnsbIii pecypc]. Pexum
nocryma: // http://hortonworks.com/blog/apache-hadoop-yarn-nodemanager/,

3 loxymenTanus Hadoop no ResourceManager. [DnexkTponnslii pecypc]. Pexum
nocryma: // http://hortonworks.com/blog/apache-hadoop-yarn-resourcemanager/

* Cnmcox komang HDFS. [Dnexrponnslii pecypc]. Pesxum mgocryna: //
http://hadoop.apache.org/docs/current/hadoop-project-dist/hadoop-
common/FileSystemShell.html
® Sandy Ryza, Uri Laserson, Sean Owen, Josh Wills. Advanced Analytics with Spark,
O Reilly Media, 2015.
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NPUMUTMBBI JaHHbIX Ans 06paboTkn HenocpeaCcTBEHHO B onepaTUBHOW NaMsaTu. 3a cyeT Takow
in-memory o6paboTkM AOCTUraeTcs 3HAYUTENbHbIA BbIUMPbIL BO BPEMEHW MWCMOSTHEHUS MO
CpaBHEHMIO C TpaguUMOHHOM KoHuenumen obpaboTtknm aaHHbix Hadoop MapReduce pns
UTEpaTUBHbLIX anropMTMOB, KOTOpbIM TpebyeTca nocTtosHHOoe obpalleHne K AUCKOBOMY
NpOCTPaHCTBRY.

HecmoTtps Ha TO, 4tOo Apace Spark usHayanbHO paspaboTaH Ha a3blke Scala, OH
npegoctaensaeT wupokun APl ana  pas3paboTku NPUNOXKEHUA Ha pasnUyHbIX sA3blKax
nporpaMMmMpoBaHusl, OTIIMYHBIX OT pogHoro: Java, Python, R

Ha cerogHsawWHMA aeHb akTyaneHoOM Bepcuin Apache Spark sesnsetcs sepcus 2.1.0.

B cocTtaB npoekta Spark BxogdaT cnegyroLwmne KOMMNOHEHThI, NEPEYNCTIEHHbBIE HUXE.

— Spark Core — peanusaumsi OCHOBHbIX (DYHKUMOHAMNbHbBIX BO3MOXHOCTEN, K KOTOPbIM
OTHOCATCHA: UCMNOSIHEHME MporpamMM, nraHMpoBaHue, obpaboTka UCKMIOYMTENBHbLIX CUTyaLUA U
BOCCTaHOBIIEHNE Mocne owubokK, norMpoBaHve, B3aUMOLEWNCTBUE C MCTOYHWKAMU OaHHbIX,
yrnpasneHue v pacnpegenenne namati n ap.

— Spark Streaming — KOMMNOHEHT Ansa o6paboTKM OaHHbIX B MOTOKOBOM pPeXUME.
BxogHble OaHHble MOryT MOCTynaTb C pasnuyHbix 6pokepoB cooblieHun, Takmx kak Apache
Kafka, Flume wnu RabbitMQ, a Takke 4yepe3 npegocTaBnsiEMbli UM MNPOrpamMMHbIE
NHTEPdENCHI.

— MLIib — KOMMOHEHT, coaepXawun peanu3aumio TakMX METOAOB MaLLUMHHOIO
obyyeHnsi, Kak: Knaccudpmkauusi, perpeccus, knacrtepu3daumsa, u ap.. OTnmyuTensHon
OCOBEHHOCTLIO 9TOr0 KOMMOHEHTa SBNAETCA TO, YTO BCE MeToabl crnocobHbl pabotath B
KnactepHon WHGPaCcTpyKType W NO3BOMASAT  OCYLWECTBAATb  MOKYI0  rOpU3OHTalbHYHO
mMacwtabnpyemocTb.

— Spark SQL — KOMIMOHEHT, MO3BOSAOLLNX OCYLLIeCTBNATb paboty co
CTPYKTYPUPOBAHHBLIMW [aHHbIMKM 3a cYeT pa3paboTku M ucnonHeHna SQL-3anpocoB, B TOM
yucne u nogoepxke ero amanekta Hive Query Language pns Hadoop. B pononHeHuwm,
KOMMOHEHT MO3BOMSET OCYLLECTBNATL nepemelumBaHme SQL-koga ¢ KOAOM Ha Takux A3blkax
Kak Java, Scala, Python, koTopkle nogaepxuarTcsa abcTpakumsmm RDD.

— GraphX — KOMMOHeHT-6MGnuoTeka, nogaepXxvearolas napannenbHylo obpaboTky
rpagoos.

MpunoxeHunsa, co3gaHHble C nomowbio dpenmBopka Apache Spark moryt 6biTb
3anyLleHbl B OAHOM U3 Creaylowmi peXxXmmoB: MOMHOCTbI0 aBTOHOMHbIN PEXUM (FOKarnbHbIN),
pexunm paboTbl Ha KnacTepe Noa ynpasrieHNneM pecypc MeHempxkepos Yarn unm Mesos.

Llenb [aHHOro ynpaxXHeHus — MonyYeHne npakTUYeCKUX HaBbIKOB YCTAHOBKUA W
afMUHUCTPUPOBaHUA dpenmBopka Apache Spark. YnpaxHeHue MOoKpbIBaeT YCTaHOBKY U
3anyck Spark, paboTy ¢ koOMaHOHbIMKU CTPOKamMu 1 ¢ BeG-mHTepdericom bpenmBopka.

TeopeTnyeckun matepuan



MpunoxeHus, cosgaHHble npu nomowm Apache Spark, 3anyckatotca kak Habop
He3aBMCUMbIX MPOLIECCOB Ha Knactepe, ynpasnsemble obbektom SparkContext! B 0CHOBHOM
nporpamme, Kotopad HasbiBaeTca Program Driver. [na 3anycka Ha knactepe SparkContext
MOXeT MOoAKNIYaThCa K pasnuyHbiM MeHeakepam pecypcoB. lNpu 3anycke a aBTOHOMHOM
pexunme Heobxogmmo cosgaBaTtb SparkContet BpyuyHyto. [locne nogkntodeHus Spark moxeT
obpawatbCa K WCNOMHUTENSM — MpoueccaMm Ha y3nax kractepa, KOTOpble BbIMNOMHAKT
onepaumm BbIMUCIIEHUA W XPaHEHUs [OaHHbIX ONsi OCHOBHOIO MpUIOXeHusa. 3atemM, OH
OoTnpaBnseT Kog NpunoxeHus u 3agadm ucnonHutenam. O6obLieHHas cxema apXUTEKTYpbl

Spark npeacrtasneHa Ha puc. 2

WorkerNode

|_>| Executer | Cache

Task Task
Program Driver
e—>| Cluster Manager WorkerNode
Spark Context |&
Executer | Cache

> Task Task

Puc. 2. ApxutekTtypa Spark

B npeacTtaBneHHON apxXUTekType CTOUT OTMETUTb HECKOJSbKO AeTanen:

— KaXgoe npuroXeHue nosiydyaet CBOEro OTAENbHOro  WCMOSMHUTENS, KOTopoe
NPVBA3bIBAETCS K HEMY Ha BCE BPEMSI UCMOJSTHEHWS!, U BbINOMHAET 3aa4M B HECKOSIbKO NMOTOKOB.
OT0 MMeeT onpegenéHHble NPeMMyLLEeCcTBa, HO Takke O3Ha4aeT, YTO AaHHble He MOryT ObiTb
COBMECTHO WCMOSb30BaHbl HECKONMbKMMU NPUNOXEHUsIMU (OAHO MNPUIOXKEHWE COOTBETCTBYET
ogHom cywHocTn SparkContext), 6e3 3anncu ux Ha kakoe-nmbo BHELLHEE XpaHUMULLE;

— ana Spark He MMeeT 3Ha4YeHUsi UCMONb3YEMbIA MEHEIKEP PECYpPCOB. OTO MOXET
6b61Tb YARN, Mesos vunuv ntobon gpyron MeHegxep;

— T.k. Program Driver nnaHvpyeT u 3anyckaeT 3adayM Ha KnacTtepe, He crnegyet
ncnonb3oBatb pabouve y3nbl «Aaneko» OT OCHOBHOrO, XenaTerbHO WMEeTb WX B OOHOW
nokarnbHOWM CeTMw.

OcHoBHaa napagurma pacnpegeneHHbiX BblYUCIEHUA Hag 6onblMMKW - AaHHBIMK
3aKroyaeTcss B TOM, YTO HEOOXOAMMO BbIMUCIIEHUA MEPEHECTU K OaHHbIM, @ He AaHHble K

BblYUCITEHNAMMU, T.K. nocnegHee KpaVIHe 3aTpaTtHada onepauund.

! Toxymenranus o Spark Context. [DexTpoHHbIii pecypc]. Pesxxum pocryma: /
https://spark.apache.org/docs/1.4.0/api/java/org/apache/spark/SparkContext.html



XopA BbINONHEeHUN ynpaXHeHUs

1. YcraHoBute Apache Spark Ha nokanbHbin komnbtoTep. Ans pabotbl co Spark
PEKOMEHAYETCs, TaKkkKe Kak U B yrnpaHeHun no Hadoop, co3gatb OTAErNbHOro nonb3oBaTtens
cuctembl. Hanpumep, HasoBuTe nonb3oBaTtens — sparkuser. Obpatute BHMMaHWe Ha TO, YTO
Ansi yctaHoBku Spark Tpebyetcsa yctaHoBUTH sbt.

2. Vicnonb3ya komanay pyspark, 3anyctute koMaHAHy CTPOKy Spark, ncnonb3sys A3blk
Python, npogenavite 6a3oBble onepauun, Hanpumep, BbiBeguTe Ha nedvaTb «Welcome to
Spark».

3. Ucnonbayss komaHay spark-shell, sanyctnte komaHaHyto CTPOKy Spark, Mcnonbsys
A3blk Scala, npogenante 6a3oBble onepaunmy, Kak U B NnpeablayLemM nyHKTe.

4. Otkpoite B Opaysepe BebG-mHTepdenc Spark, [OOCTyMHLIM MO  CCbISIKE:
http://localhost:4040 (agpec MNO-yMONYaHWUI), N N3y4YnTe €ro BO3MOXHOCTU. Beb-mHTepdenc
AOCTYNeH, Korga 3anylweHa KoMaHaHas CTpoka.

[lns ycnewHon cgayun ynpaxHeHus TpebyeTcs:

— 3anyctuTb Spark Ha nokanbHOM KOMMbIOTEPE;

— 3anyCcTuUTb KOMaHOHYK CTPOKy (nobyto) u BbiBECTM B Hel Ha neyaTtb «Welcome to
Sparky»;

— 3anycTuTb BeO-nHTepdenc Spark.



